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Chapter 1

About the workshop
There has been tremendous interest in deep learning across many fields of
study. Recently, these techniques have gained popularity in the field of
music. Projects such as Magenta (Google’s Brain Team’s music generation
project), Jukedeck and others testify to their potential.
While humans can rely on their intuitive understanding of musical patterns and the relationships between them, it remains a challenging task
for computers to capture and quantify musical structures. Recently, researchers have attempted to use deep learning models to learn features and
relationships that allow us to accomplish tasks in music transcription, audio
feature extraction, emotion recognition, music recommendation, and automated music generation.
With this workshop we aim to advance the state-of-the-art in machine
intelligence for music by bringing together researchers in the field of music and deep learning. This will enable us to critically review and discuss
cutting-edge-research so as to identify grand challenges, effective methodologies, and potential new applications.
Papers and abstracts on the application of deep learning techniques on
music were welcomed, including but not limited to:
• Deep learning applications for computational music research
• Modelling hierarchical and long term music structures using deep learning
• Modelling ambiguity and preference in music
• Software frameworks and tools for deep learning in music
4
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Organizers
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Part I

Invited Speakers
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Dr. Oriol Nieto, Pandora
Oriol Nieto, born in Barcelona in 1983, is a data
scientist at Pandora. He obtained his Ph.D in Music Data Science from the Music and Audio Research Lab at NYU (New York, NY, USA) in 2015.
He holds an M.A. in Music, Science and Technology from Stanford University (Stanford, CA, USA),
an M.Sc in Information Technologies from Pompeu
Fabra University (Barcelona, Spain), and a B.Sc.
in Computer Science from Polytechnic University of
Catalonia (Barcelona, Spain). His research focuses
on topics such as music information retrieval, large scale recommendation
systems, and machine learning with especial emphasis on deep architectures.
He plays guitar, violin, and sings (and screams) in his spare time.

Long Tail Music Recommendation With Deep Architectures
In this work we focus on recommending music in the long tail: the subset
of a music collection composed by tracks and artists that are either novel or
undiscovered. To do so, we make use of convolutional networks applied to
audio signals to approximate factors obtained by collaborative filtering and
attributes of the Music Genome Project (a human labeled dataset that contains over 1.5 million annotated tracks, with approximately 400 attributes
per track). The basics of collaborative filtering and machine listening are
reviewed, framed under the music recommendation umbrella, and enhanced
with deep learning.
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Dr. Kat Agres, A*STAR
Kat Agres received her PhD in Experimental Psychology from Cornell University in 2012. She also
holds a bachelor’s degree in Cognitive Psychology
and Cello Performance from Carnegie Mellon University, and has received numerous grants to support her research, including a Fellowship from the
National Institute of Health. She recently finished
a postdoctoral research position at Queen Mary,
University of London, where she was supported
by a European Commission FP7 grant on Computational Creativity. Her research explores a wide
range of topics, including music cognition, computational models of music perception, auditory learning and memory, and
music technology for healthcare. She has presented her work at international workshops and conferences in over a dozen countries, and, in January
2017, Kat joined the A*STAR Institute of High Performance Computing
(Social & Cognitive Computing Department) in Singapore to start a program of research focused on music cognition.

The intersection of neural networks and music
cognition
One branch of my current research seeks to simulate perceptual and cognitive
processes in the domain of music through the use of both shallow and deep
neural networks. My talk will present an overview of this work, discussing
how NNs may be employed to model how humans learn tonal structure in
music, as well as octave equivalence and harmonic expectation. Focus will be
placed on how different representations, training corpora, and architectures
may be used to simulate different populations of listeners (e.g., novices versus
expert musicians).
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Prof. Sageev Oore, Google / St Mary University
Sageev Oore completed an undergraduate degree in
Mathematics (Dalhousie), and MSc and PhD degrees in Computer Science (University of Toronto)
working with Geoffrey Hinton. He studied piano
with both classical and jazz teachers from schools
including Dalhousie, Juilliard, UBC and York University (Toronto), and has performed as soloist with
orchestras both as a classical pianist and as a jazz
improviser. His academic research has spanned
from minimally-supervised learning for robot localization to adaptive real-time control of 3D graphical models. Together with
his brother Dani, he co-created a duo instrumental CD combining classical
art songs with improvisation. Recently, Sageev’s long-standing interest in
combining machine learning and music surpassed his long-standing resistance to that same topic. Sageev is a professor of computer science at Saint
Mary’s University (Canada), and is currently a visiting research scientist
on the Magenta team (led by Douglas Eck) at Google Brain, working on
application of deep learning approaches to music-related data.

Generative Models for Music
I will give an overview of several different recent music-generation projects
from the Magenta group at Google Brain. The models range from a WaveNetbased architecture for representing audio qualities such as timbre, to the use
of a reinforcement learning approach for fine-tuning an RNN-based MIDI
melody generator. I will focus on a project that uses auto-encoders for
MIDI-based generative models.
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Modeling Musical Context Using Word2vec
D. Herremans∗1 and C.-H. Chuan†2
1

Queen Mary University of London, London, UK
University of North Florida, Jacksonville, USA

2

We present a semantic vector space model for capturing complex polyphonic musical context. A word2vec model based on a skip-gram representation with negative
sampling was used to model slices of music from a dataset of Beethoven’s piano
sonatas. A visualization of the reduced vector space using t-distributed stochastic
neighbor embedding shows that the resulting embedded vector space captures tonal
relationships, even without any explicit information about the musical contents of
the slices. Secondly, an excerpt of the Moonlight Sonata from Beethoven was altered by replacing slices based on context similarity. The resulting music shows
that the selected slice based on similar word2vec context also has a relatively short
tonal distance from the original slice.
Keywords: music context, word2vec, music, neural networks, semantic vector
space

1 Introduction
In this paper, we explore the semantic similarity that can be derived by looking solely at
the context in which a musical slice appears. In past research, music has often been modeled through Recursive Neural Networks (RNNs) combined with Restricted Bolzmann Machines [Boulanger-Lewandowski et al., 2012], Long-Short Term RNN models [Eck and Schmidhuber, 2002, Sak et al., 2014], Markov models [Conklin and Witten, 1995] and other statistical
models, using a representation that incorporates musical information (i.e., pitch, pitch class,
duration, intervals, etc.). In this research, we focus on modeling the context, over the content.
Vector space models [Rumelhart et al., 1988] are typically used in natural language processing
(NLP) to represent (or embed) words in a continuous vector space [Turney and Pantel, 2010,
McGregor et al., 2015, Agres et al., 2016, Liddy et al., 1999]. Within this space, semantically
similar words are represented geographically close to each other [Turney and Pantel, 2010]. A
recent very efficient approach to creating these vector spaces for natural language processing
is word2vec [Mikolov et al., 2013c].
∗
†

d.herremans@qmul.ac.uk
c.chuan@unf.edu
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Although music is not the same as language, it possesses many of the same types of characteristics. Besson and Schön [2001] discuss the similarity of music and language in terms of,
among others, structural aspects and the expectancy generated by both a word and a note.
We can therefore use a model from NLP: word2vec. More specifically a skip-gram model with
negative sampling is used to create and train a model that captures musical context.
There have been only few attempts at modeling musical context with semantic vector space
models. For example, Huang et al. [2016] use word2vec to model chord sequences in order
to recommend chords other than the ‘ordinary’ to novice composers. In this paper, we aim
to use word2vec for modeling musical context in a more generic way as opposed to a reduced
representation as chord sequences. We represent complex polyphonic music as a sequence of
equal-length slices without any additional processing for musical concepts such as beat, time
signature, chord tones and etc.
In the next sections we will first discuss the implemented word2vec model, followed by a
discussion of how music was represented. Finally, the resulting model is evaluated.

2 Word2vec
Word2vec refers to a group of models developed by Mikolov et al. [2013c]. They are used to
create and train semantic vector spaces, often consisting of several hundred dimensions, based
on a corpus of text [Mikolov et al., 2013a]. In this vector space, each word from the corpus is
represented as a vector. Words that share a context are geographically close to each other in
this space. The word2vec architecture can be based on two approaches: a continuous bag-ofwords, or a continuous skip-gram model (CBOW). The former uses the context to predict the
current word, whereas the latter uses the current word to predict surrounding words [Mikolov
et al., 2013b]. Both models have a low computational complexity, so they can easily handle a
corpus with a size ranging in the billions of words in a matter of hours. While CBOW models
are faster, it has been observed that skip-gram performs better on small datasets [Mikolov
et al., 2013a]. We therefore opted to work with the latter model.
Skip-gram with negative sampling The architecture of a skip-gram model is represented in
Figure 1. For each word wt in a corpus of size T at position t, the network tries to predict the
surrounding words in a window c (c = 2 in the figure). The training objective is thus defined
as:
T
1X
T

X

t=1 −c≤i≤c,i6=0

log p(wt+i |wt ),

(1)

whereby the term p(wt+i |wt ) is calculated by a softmax function. Calculating the gradient of
this term is, however, computationally very expensive. Alternatives to circumvent this problem
include hierarchical softmax [Morin and Bengio, 2005] and noise contrastive estimation [Gutmann and Hyvärinen, 2012]. The word2vec model used in this research implements a variant
of the latter, namely negative sampling.
The idea behind negative sampling is that a well trained model should be able to distinguish
between data and noise [Goldberg and Levy, 2014]. The original training objective is thus
approximated by a new, more efficient, formulation that implements a binary logistic regression
to classify between data and noise samples. When the model is able to assign high probabilities
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Input

Projection

Output
wt+2
wt+1

wt
wt−1
n-dim.

wt−2

Figure 1: A skip-gram model with n-dimensions for word wt at position t.
to real words and low probabilities to noise samples, the objective is optimized Mikolov et al.
[2013c].
Cosine similarity was used as a similarity metric between two musical-slice vectors in our
vector space. For two non-zero vectors A and B in n dimensional space, with an angle θ, it is
defined as [Tan et al., 2005]:
Pn
Ai × Bi
q
Similarity(A, B) = cos(θ) = P i=1 qP
(2)
n
n
2
2
i=1 Ai ×
i=1 Bi
In this research, we port the above discussed model and techniques to the field of music.
We do this by replacing ‘words’ with ‘slices of polyphonic music’. The manner in which this is
done is discussed in the next section.

3 Musical slices as words
In order to study the extend to which word2vec can model musical context, polyphonic musical
pieces are represented with as little injected musical knowledge as possible. Each piece is simply
segmented into equal-length, non-overlapping slices. The duration of these slices is calculated
for each piece based on the distribution of time between note onsets. The smallest amount of
time between consecutive onsets that occurs in more than 5% of all cases is selected as the
slice-size. The slices capture all pitches that sound in a slice: those that have their onset in the
slice, and those that are played and held over the slice. The slicing process does not depend
on musical concepts such as beat or time signature; instead, it is completely data-driven. Our
vocabulary of words, will thus consist of a collection of musical slices.
In addition, we do not label pitches as chords. All sounding pitches, including chord tones,
non-chord tones, and ornaments, are all recorded in the slice. We do not reduce pitches into
pitch classes either, i.e., pitches C4 and C5 are considered different pitches. The only musical
knowledge we use is the global key, as we transpose all pieces to either C major or A minor
before segmentation. This enables the functional role of pitches in tonality to stay the same
across compositions, which in turn causes there to be more repeated slices over the dataset
and allows the model to be better trained on less data. In the next section, the performance
of the resulting model is discussed.
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4 Results
In order to evaluate how well the proposed model captures musical context, a few experiments
were performed on a dataset consisting of Beethoven’s piano sonatas. The resulting dataset
consists of 70,305 words, with a total of 14,315 unique occurrences. As discussed above,
word2vec models are very efficient to train. Within minutes, the model was trained on the
CPU of a MacBook Pro.
We trained the model a number of times, with a different number of dimensions of the vector
space (see Figure 2a). The more dimensions there are, the more accurate the model becomes,
however, the time to train the model also becomes longer. In the rest of the experiments, we
decided to use 128 dimensions. In a second experiment, we varied the size of the skip window,
i.e., how many words to consider to the left and right of the current word in the skip-gram.
The results are displayed in Figure 2b, and show that a skip window of 1 is most ideal for our
dataset.

(a) Results for varying the number of dimen- (b) Results for varying the size of the skip
sions of the vector space.
window.

Figure 2: Evolution of the average loss during training. A step represents 2000 training windows.

4.1 Visualizing the semantic vector space
In order to better understand and evaluate the proposed model, we created visualizations
of selected musical slices in a dimensionally reduced space. We use t-Distributed Stochastic
Neighbor Embedding (t-SNE), a technique developed by Maaten and Hinton [2008] for visualizing high-dimensional data. t-SNE has previously been used in a music analysis context for
visualizing clusters of musical genres based on musical features [Hamel and Eck, 2010].
In this case, we identified the ‘chord’ to which each slice of the dataset belongs based on a
simple template-matching method. We expect that tonally close chords occur together in the
semantic vector space. Figure 3 confirms this hypothesis. When examining slices that contain
C and G chords (a perfect fifth apart), the space looks very dispersed, as they often co-occur
(see Figure 3c). The same occurs for the chord pair Eb and Bb in Figure 3d. On the other
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hand, when looking at the tonally distant chord pair E and Eb (Figure 3a), we see that clusters
appear in the reduced vector space. The same happens for the tonally distant chords Eb , Bb
and B in Figure 3b.

(a) E (green) and Eb (blue).

(b) Eb (black), Db (green) and B (gray).

(c) C (green) and G (blue).

(d) Eb (green) and Bb (blue).

Figure 3: Reduced vector space with t-SNE for different slices (labeled by the most close chord)

4.2 Content versus context
In order to further examine if word2vec captures semantic meaning in music via the modeling
of context, we modify a piece by replacing some of its original slices with the most similar one
as captured by the cosine similarity in the vector space model. If word2vec is really able to
capture this, the modified piece should sound similar to the original. This allows us to evaluate
the effectiveness of using word2vec for modeling music.
Figure 4 shows the first 17 measures of Beethoven’s piano sonata Op. 27 No. 2 (Moonlight),
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2nd movement in (a) and the measures with modified pitch slices in the dashed box in (b).
An audio version of this score is available online1 . The modified slices in (b) are produced by
replacing the original with the slice that has the highest cosine similarity based on the word2vec
embeddings. The tonal distance between the original and modified slices is presented below
each slice pair. This is calculated as the average of the number of steps between each pair of
pitches in the two slices in a tonnetz representation [Cohn, 1997], extended with pitch register.
It can be observed that even thought the cosine similarity is around 0.5, the tonal distance of
the selected slice remains relatively low in most of the cases. For example, the tonal distance
in the third dashed box between the modified slice (Db major triad with pitches Db 4 , F4 , and
Ab 4 ) and the original slice of a single pitch Ab 4 is 1.25. However, we notice that word2vec does
not necessarily model musical context for voice leading. For example, better voice leading can
be achieved if the pitch D4 in the last dashed box is replaced with pitch D5 .

Figure 4: (a) An excerpt of Beethoven’s piano sonata Op. 27 No. 2, 2nd movement with (b)
modified measures by replacing with slices that report the highest word2vec cosine
similarity.
In Figure 4b, a number of notes are marked in a different color (orange). These are the
held notes, i.e., their onsets are played previously and the notes remain being played over the
current slice. These notes create a unique situation in music generation using word2vec. For
example, the orange note (pitch Db 5 ) in the first dashed box is a held note, which indicates
that the pitch should have been played in the previous slice. However, word2vec does not
capture this relation; it only considers the similarity between the original and modified slices.

1

http://dorienherremans.com/word2vec
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5 Conclusions
A skip-gram model with negative sampling was used to build a semantic vector space model
for complex polyphonic music. By representing the resulting vector space in a reduced twodimensional graph with t-SNE, we show that musical features such as a notion of tonal proximity are captured by the model. Music generated by replacing slices based on word2vec context
similarity also presents close tonal distance compared to the original.
In the future, an embedded model that combines both word2vec with, for instance, a longshort term memory recurrent neural network based on musical features, would offer a more
complete way to more completely model music. The TensorFlow code used in this research is
available online2 .
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Chord Label Personalization through Deep
Learning of Integrated Harmonic
Interval-based Representations
Hendrik Vincent Koops∗1 , W. Bas de Haas†2 , Jeroen Bransen‡2 , and
Anja Volk§ 1
1

Utrecht University, Utrecht, the Netherlands
2
Chordify, Utrecht, the Netherlands

The increasing accuracy of automatic chord estimation systems, the availability of
vast amounts of heterogeneous reference annotations, and insights from annotator
subjectivity research make chord label personalization increasingly important. Nevertheless, automatic chord estimation systems are historically exclusively trained
and evaluated on a single reference annotation. We introduce a first approach
to automatic chord label personalization by modeling subjectivity through deep
learning of a harmonic interval-based chord label representation. After integrating
these representations from multiple annotators, we can accurately personalize chord
labels for individual annotators from a single model and the annotators’ chord label vocabulary. Furthermore, we show that chord personalization using multiple
reference annotations outperforms using a single reference annotation.
Keywords: Automatic Chord Estimation, Annotator Subjectivity, Deep Learning

1 Introduction
Annotator subjectivity makes it hard to derive one-size-fits-all chord labels. Annotators transcribing chords from a recording by ear can disagree because of personal preference, bias
towards a particular instrument, and because harmony can be ambiguous perceptually as well
as theoretically by definition [Schoenberg, 1978, Meyer, 1957]. These reasons contributed to
annotators creating large amounts of heterogeneous chord label reference annotations. For
example, on-line repositories for popular songs often contain multiple, heterogeneous versions.
∗

h.v.koops@uu.nl
bas@chordify.net
‡
jeroen@chordify.net
§
a.volk@uu.nl
†
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One approach to the problem of finding the appropriate chord labels in a large number of
heterogeneous chord label sequences for the same song is data fusion. Data fusion research
shows that knowledge shared between sources can be integrated to produce a unified view that
can outperform individual sources [Dong et al., 2009]. In a musical application, it was found
that integrating the output of multiple Automatic Chord Estimation (ace) algorithms results
in chord label sequences that outperform the individual sequences when compared to a single
ground truth [Koops et al., 2016]. Nevertheless, this approach is built on the intuition that one
single correct annotation exists that is best for everybody, on which ace systems are almost
exclusively trained. Such reference annotation is either compiled by a single person [Mauch
et al., 2009], or unified from multiple opinions [Burgoyne et al., 2011]. Although most of the
creators of these datasets warn for subjectivity and ambiguity, they are in practice used as the
de facto ground truth in MIR chord research and tasks (e.g. mirex ace).
On the other hand, it can also be argued that there is no single best reference annotation,
and that chord labels are correct with varying degrees of “goodness-of-fit” depending on the
target audience [Ni et al., 2013]. In particular for richly orchestrated, harmonically complex
music, different chord labels can be chosen for a part, depending on the instrument, voicing or
the annotators’ chord label vocabulary.
In this paper, we propose a solution to the problem of finding appropriate chord labels
in multiple, subjective heterogeneous reference annotations for the same song. We propose
an automatic audio chord label estimation and personalization technique using the harmonic
content shared between annotators. From deep learned shared harmonic interval profiles,
we can create chord labels that match a particular annotator vocabulary, thereby providing
an annotator with familiar, and personal chord labels. We test our approach on a 20-song
dataset with multiple reference annotations, created by annotators who use different chord
label vocabularies. We show that by taking into account annotator subjectivity while training
our ace model, we can provide personalized chord labels for each annotator.
Contribution. The contribution of this paper is twofold. First, we introduce an approach to
automatic chord label personalization by taking into account annotator subjectivity. Through
this end, we introduce a harmonic interval-based mid-level representation that captures harmonic intervals found in chord labels. Secondly, we show that after integrating these features
from multiple annotators and deep learning, we can accurately personalize chord labels for individual annotators. Finally, we show that chord label personalization using integrated features
outperforms personalization from a commonly used reference annotation.

2 Deep Learning Harmonic Interval Subjectivity
For the goal of chord label personalization, we create an harmonic bird’s-eye view from different
reference annotations, by integrating their chord labels. More specifically, we introduce a new
feature that captures the shared harmonic interval profile of multiple chord labels, which we
deep learn from audio. First, we extract Constant Q (cqt) features from audio, then we
calculate Shared Harmonic Interval Profile (ship) representations from multiple chord label
reference annotations corresponding to the cqt frames. Finally, we train a deep neural network
to associate a context window of cqt to ship features.
From audio, we calculate a time-frequency representation where the frequency bins are
geometrically spaced and ratios of the center frequencies to bandwidths of all bins are equal,
called a Constant Q (cqt) spectral transform [Schörkhuber and Klapuri, 2010]. We calculate
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G:maj7
G:maj
G:maj7
G:minmaj7
ship

C
0
0
0
0
0

C#
0
0
0
0
0

D
0
0
0
0
0

D#
0
0
0
0
0

E
0
0
0
0
0

F
0
0
0
0
0

F#
0
0
0
0
0

G
1
1
1
1
1

G#
0
0
0
0
0

A
0
0
0
0
0

A#
0
0
0
0
0

B
0
0
0
0
0

N
0
0
0
0
0

]3
1
1
1
0
0.75

[3
0
0
0
1
0.25

?3
0
0
0
0
0

]7
1
0
1
1
0.75

[7
0
0
0
0
0

?7
0
1
0
0
0.25

Table 1: Interval profiles from root notes of hips of different chord labels and their ship
these cqt features with a hop length of 4096 samples, a minimum frequency of ≈ 32.7 Hz (C1
note), 24 × 8 = 192 bins, 24 bins per octave. This way we can capture pitches spanning from
low notes to 8 octaves above C1. Two bins per semitone allows for slight tuning variations.
To personalize chord labels from an arbitrarily sized vocabulary for an arbitrary number
of annotators, we need a chord representation that (i) is robust against label sparsity, and
(ii) captures an integrated view of all annotators. We propose a new representation that
captures a harmonic interval profile (hip) of chord labels, instead of directly learning a chord
label classifier. The rationale behind the hip is that most chords can be reduced to the root
note and the stacked triadic intervals, where the amount and combination of triadic interval
determines the chord quality and possible extensions. The hip captures this intuition by
reducing a chord label to its root and harmonic interval profile. hip is a concatenation of
multiple one-hot vectors that denote a root note and additional harmonic intervals relative to
the root that are expressed in the chord label.
In this paper, we use a concatenation of three one-hot vectors: roots, thirds and sevenths.
The first vector is of size 13 and denotes the 12 chromatic root notes (C. . . B) + a “no chord”
(N) bin. The second vector is of size 3 and denotes if the chord denoted by the chord label
contains a major third (]3), minor third ([3), or no third (?3) relative to the root note. The
third vector, also of size 3, denotes the same, but for the seventh interval (]7, [7, ?7). The hip
can be extended to include other intervals as well. In Table 1 we show example chord labels
and their hip equivalent. The last row shows the ship created from the hips above it.

2.1 Deep Learning Shared Harmonic Interval Profiles
We use a deep neural network to learn ship from cqt. Based on preliminary experiments, a
funnel-shaped architecture with three hidden rectifier unit layers of sizes 1024, 512, and 256
is chosen. Research in audio content analysis has shown that better prediction accuracies can
be achieved by aggregating information over several frames instead of using a single frame
[Sigtia et al., 2015, Bergstra et al., 2006]. Therefore, the input for our dnn is a window of cqt
features from which we learn the ship. Preliminary experiments found an optimal window size
of 15 frames, that is: 7 frames left and right directly adjacent to a frame. Consequently, our
neural network has input layer size of 192 × 15 = 2880. The output layer consists of 19 units
corresponding with the ship features as explained above.
We train the dnn using stochastic gradient descent by minimizing the cross- entropy between
the output of the dnn with the desired ship (computed by considering the chord labels from
all annotators for that audio frame). We train the hyper-parameters of the network using minibatch (size 512) training using the adam update rule [Kingma and Ba, 2014]. Early stopping
is applied when validation accuracy does not increase after 20 epochs. After training the dnn,
we can create chord labels from the learned ship features.
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3 Annotator Vocabulary-based Chord Label Estimation
The ship features are used to associate probabilities to chord labels from a given vocabulary.
For a chord label L the hip h contains exactly three ones, corresponding to the root, thirds
and sevenths of the label L. From the ship A of a particular audio frame, we project out three
values for which h contains ones (h(A)). The product of these values is then interpreted as
the combined probability CP (= Π h(A)) of the intervals in L given A. Given a vocabulary
of chord labels, we normalize the CPs to obtain a probability density function over all chord
labels in the vocabulary given A. The chord label with the highest probability is chosen as
the chord label for the audio frame associated to A.
For the chord label examples in Table 1, the products of the non-zero values of the point-wise
multiplications ≈ 0.56, 0.19, and 0.19 for G:maj7, G:maj, and G:minmaj7 respectively. If we
consider these chord labels to be a vocabulary, and normalize the values, we obtain probabilities
≈ 0.6, 0.2, 0.2, respectively. Given extracted ship from multiple annotators providing reference
annotations and chord label vocabularies, we can now generate annotator specific chords labels.

4 Evaluation
ship models multiple (related) chords for a single frame, e.g., the ship in Table 1 models
different flavors of a G and a C chord. For the purpose of personalization, we want to present
the annotator with only the chords they understand and prefer, thereby producing a high chord
label accuracy for each annotator. For example, if an annotator does not know a G:maj7 but
does know an G, and both are probable from an ship, we like to present the latter. In this
paper, we evaluate our dnn ace personalization approach, and the ship representation, for
each individual annotator and their vocabulary.
In an experiment we compare training of our chord label personalization system on multiple
reference annotations with training on a commonly used single reference annotation. In the
first case we train a dnn (dnnship ) on ships derived from a dataset introduced by Ni et al.
[2013] containing 20 popular songs annotated by five annotators with varying degrees of musical
proficiency. In the second case, we train a dnn (dnniso ) on the hip of the Isophonics (iso) single
reference annotation [Mauch et al., 2009]. iso is a peer-reviewed, and de facto standard training
reference annotation used in numerous ace systems. From the (s)hip the annotator chord
labels are derived and we evaluate the systems on every individual annotator. We hypothesize
that training a system on ship based on multiple reference annotations captures the annotator
subjectivity of these annotations and leads to better personalization than training the same
system on a single (iso) reference annotation.
It could be argued that the system trained on five reference annotations has more data to
learn from than a system trained on the single iso reference annotation. To eliminate this
possible training bias, we evaluate the annotators’ chord labels directly on the chord labels
from iso ( ann|iso ). This evaluation reveals the similarity between the ship and the iso and
puts the results from dnniso in perspective. If dnnship is better at personalizing chords (i.e.
provides chord labels with a higher accuracy per annotator) than dnniso while the annotator’s
annotations and the iso are similar, then we can argue that using multiple reference annotations
and ship is better for chord label personalization than using just the iso. In a final baseline
evaluation, we also test iso on dnniso to measure how well it models the iso.
Ignoring inversions, the complete dataset from Ni et al. [2013] contains 161 unique chord
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root
majmin
mirex
thirds
7ths

Annotator 1
dnnship ann|iso dnniso

0.85
0.82
0.82
0.82
0.77

0.73
0.69
0.70
0.70
0.56

0.66
0.61
0.61
0.62
0.50

Annotator 2
dnnship ann|iso dnniso

0.82
0.69
0.69
0.75
0.64

0.74
0.67
0.68
0.67
0.53

0.67
0.53
0.54
0.59
0.42

Annotator 3
dnnship ann|iso dnniso

0.80
0.67
0.66
0.79
0.64

0.72
0.69
0.69
0.69
0.56

0.65
0.53
0.54
0.62
0.43

Annotator 4
dnnship ann|iso dnniso

0.80
0.73
0.73
0.76
0.53

0.73
0.67
0.68
0.68
0.48

0.65
0.55
0.56
0.61
0.40

Annotator 5
dnnship ann|iso dnniso

0.77
0.72
0.72
0.72
0.72

0.67
0.61
0.62
0.62
0.53

0.60
0.55
0.55
0.55
0.55

iso
dnniso
0.86
0.69
0.69
0.83
0.65

Table 2: Chord label personalization accuracies for the five annotators
labels, comprised of five annotators using 87, 74, 62, 81 and 26 unique chord labels respectively.
The intersection of the chord labels of all annotators contains just 21 chord labels meaning that
each annotator uses a quite distinct vocabulary of chord labels. For each song in the dataset,
we calculate cqt and ship features. We divide our cqt and ship dataset frame-wise into 65%
training (28158 frames), 10% evaluation (4332 frames) and 25% testing (10830 frames) sets.
For the testing set, for each annotator, we create chord labels from the deep learned ship based
on the annotators’ vocabulary.
We use the standard mirex chord label evaluation methods to compare the output of our
system with the reference annotation from an annotator [Raffel et al., 2014]. We use evaluations
at different chord granularity levels. root only compares the root of the chords. majmin only
compares major, minor, and “no chord” labels. mirex considers a chord label correct if it
shares at least three pitch classes with the reference label. thirds compares chords at the
level of root and major or minor third. 7ths compares all above plus the seventh notes.

5 Results
The dnnship columns of Table 2 for each annotator show average accuracies of 0.72 (σ = 0.08).
For each chord granularity level, our dnnship system provides personalized chord labels that
are trained on multiple annotations, but are comparable with a system that was trained an
evaluated on a single reference annotation (iso column of Tab. 2). Comparable high accuracy
scores for each annotator show that the system is able to learn a ship representation that (i) is
meaningful for all annotators (ii) from which chord labels can be accurately personalized for
each annotator. The low scores for annotator 4 for sevenths form an exception. An analysis
by Ni et al. [2013] revealed that between annotators, annotator 4 was on average the most
different from the consensus. Equal scores for annotator 5 for all evaluations except root are
explained by annotator 5 being an amateur musician using only major and minor chords.
Comparing the dnnship and dnniso columns, we see that for each annotator dnnship models
the annotator better than dnniso . With an average accuracy of 0.55 (σ = 0.07), dnniso ’s
accuracy is on average 0.17 lower than dnnship , showing that for these annotators, iso is not
able to accurately model chord label personalization. Nevertheless, the last column shows that
the system trained on iso modeled the iso quite well. The results of ann|iso show that the
annotators in general agree with iso, but the lower score in dnniso shows that the agreement
is not good enough for personalization. Overall, these results show that our system is able
to personalize chord labels from multiple reference annotations, while personalization using a
commonly used single reference annotation yields significantly worse results.
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6 Conclusions and Discussion
We presented a system that provides personalized chord labels from multiple reference annotations from audio, based on the annotators’ specific chord label vocabulary and an intervalbased chord label representation that captures the shared subjectivity between annotators. To
test the scalability of our system, our experiment needs to be repeated on a larger dataset,
with more songs and more annotators. Furthermore, a similar experiment on a dataset with
instrument/proficiency/cultural-specific annotations from different annotators would shed light
on whether our system generalizes to providing chord label annotations in different contexts.
From the results presented in this paper, we believe chord label personalization is the next
step in the evolution of ace systems.
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Music Signal Processing Using Vector Product
Neural Networks
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We propose a novel neural network model for music signal processing using vector product neurons and dimensionality transformations. Here, the inputs are
first mapped from real values into three-dimensional vectors then fed into a threedimensional vector product neural network where the inputs, outputs, and weights
are all three-dimensional values. Next, the final outputs are mapped back to the reals. Two methods for dimensionality transformation are proposed, one via context
windows and the other via spectral coloring. Experimental results on the iKala
dataset for blind singing voice separation confirm the efficacy of our model.
Keywords: Deep learning, deep neural networks, vector product neural networks,
dimensionality transformation, music source separation.

1 Introduction
In recent years, deep learning has become increasingly popular in the music information retrieval (MIR) community. For MIR problems requiring clip-level predictions or frame-by-frame
predictions, such as genre classification, music segmentation, onset detection, chord recognition and vocal/non-vocal detection, many existing algorithms are based on convolutional neural
networks (CNN) and recurrent neural networks (RNN). For audio regression problems which
require an estimate for each time-frequency (t-f) unit over a spectrogram, such as source separation [Zhang and Wang, 2016], more algorithms are based on deep neural networks (DNN).
This is because for such problems both input and output are matrices of the same size and
therefore the neural network cannot involve operations that may reduce the spatial resolution.
Existing DNN models for such problems usually consider each t-f unit as a real value and take
∗
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that as input for the network [Huang et al., 2014, Roma et al., 2016]. The question we want to
address in this paper is whether we can achieve better results by applying some transformation
methods to enrich the information for each t-f unit.
A widely used approach to enrich the information of each t-f unit is to add temporal context
[Zhang and Wang, 2016]. For instance, in addition to the current frame, we add the previousk and subsequent-k frames to compose a real-valued matrix and take it as the input of the
neural network. But in this way, the interaction between different dimensions cannot be well
modeled. To address this issue, we find it promising to consider a (2k+1)-dimensional neural
network [Nitta, 2007]. As a first attempt, we implement this using vector product neural
network (VPNN) [Nitta, 1993], a three-dimensional neural network that has only been tested
on a simple XOR task in the literature. That is to say, k in this work is set to 1 (i.e. considering
only the two neighboring frames). Each t-f unit is projected to a three-dimensional vector via
this dimensionality transformation method. In VPNN, the input, output, weight and bias of
each neuron are all three-dimensional vectors. While the main operation in DNN is matrix
multiplication, it is the vector product in VPNN.
The goal of the paper is three-fold. First, we renovate VPNN with modern optimization
techniques [Ruder, 2016] and test it on MIR problems instead of a simple XOR problem.
Second, we test and compare the conventional context-enriched DNN structure using real
values and the context-enriched VPNN structure for the specific task of blind singing voice
separation from monaural recordings, which is a type of source separation problem. Third,
we implement the idea of spectral coloring as another way to convert a real-valued matrix
to a three-dimensional vector-valued matrix and evaluate this method again for blind singing
voice separation. Our experiments confirm the efficacy of VPNN and both dimensionality
transformation methods.

2 Vector Product Neural Network
In VPNN, the input data, weights, and biases are all three-dimensional vectors. Suppose there
is an L-intermediate-layer VPNN, the input zli of activation function in each neuron at the l-th
layer is:
J
X
l
l
zi =
wij
× al−1
+ bli ,
(1)
j
j=1

l
wij

where × denotes vector product,
stands for the weight connecting neurons j and i at l-th
l−1
layer, aj the input signal coming from neuron j at (l − 1)-th layer, bli the bias of neuron
i at l-th layer. If x=[x1 x2 x3 ] and y=[y1 y2 y3 ], the result of vector product operation is
x × y = [x2 y3 − x3 y2 , x3 y1 − x1 y3 , x1 y2 − x2 y1 ]. As each element of the output vector receives
contributions from all other dimensions, the vector product can capture all possible interactions
among the three dimensions. This is not possible with real-valued neural network models
Note that we need to compute a lot of vector products between the layers in VPNN. In order
to reduce training time, we propose to reformulate the vector product as matrix multiplication,
which is more amenable to GPU acceleration. Suppose there are two vector-valued matrices,
P and Q. Their vector-valued matrix product ⊗ can be equivalently written as:
P ⊗ Q = [p2 q3 − p3 q2 , p3 q1 − p1 q3 , p1 q2 − p2 q1 ],
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(2)

where p1 , p2 , p3 are the matrices making up P and q1 , q2 , q3 are the matrices making up Q.
By applying Eq. (2), the output at hidden layer l can be defined as:
Al = φ(Wl ⊗ Al−1 + Bl ),

(3)

and the output Y of the VPNN, which is a vector-valued matrix, can be defined as:
Y = φ(WL ...φ(W2 ⊗ φ(W1 ⊗ A0 + B1 ) + B2 ) + ...BL ),

(4)

where operator ⊗ denotes the vector-valued matrix product mentioned in Eq. (2). At the l-th
layer, Al is the hidden state, Wl is weight matrix, and Bl is bias matrix. All of them are
vector-valued matrices. At the first layer, A0 is the input of the VPNN, consisting of vectorvalued data from dimensionality transformation. The function φ is the sigmoid function. In
order to achieve better performance, modern gradient optimization methods [Ruder, 2016] are
implemented in our VPNN. Due to space constraints, we only report our results using Adam,
a method for stochastic gradient descent.

3 Dimensionality Transformation and Objective Function
In this section, we elaborate two ideas for dimensionality transformation. One is based on
adding temporal context described in Section 1. The other one is based on a novel technique
called spectral coloring, which associates each t-f unit with a color in the RGB color space.
Both ideas yield three-dimensional vectors as the input to VPNN.

3.1 Context-Windowed Transformation
To enrich the information for each t-f unit and improve the problem of interaction between
different dimensions, we make current frame, previous and subsequent frames as a threedimensional vector for each t-f unit. For ordinary NN, the input would be three real-valued
matrices. For VPNN, the input is a three-dimensional matrix. In other words, the first
dimension consists of previous frames, second dimension for current frames and third dimension
for subsequent frames. Here we call this model as context-Window Vector Product Neural
Network (WVPNN). After feeding the three-dimensional matrix into the VPNN, we get threedimensional outputs and the second dimension is our predicted result.

3.2 Spectral Color Transformation
We can also map each t-f unit from a one-dimensional value into a three-dimensional vector,
by using so-called spectral color transform, using for example the hot colormap in Matlab
directly as a lookup table, where the forward and inverse maps are both computed by nearest
neighbor searches. The hot colormap is associated with a resolution parameter which specifies
the length of the colormap. As nearest neighbor interpolation will turn into piecewise linear
interpolation when n tends to infinity, we can imitate the hot colormap with infinite resolution
by the following piecewise linear functions instead:
  

r
max(min(x/n, 1), 0)
,
max(min((x − n)/n, 1), 0)
v = g  = 
(5)
b
max(min((x − 2n)/(1 − 2n), 1), 0)
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where v stands for the three-dimensional vector-valued vector, r, g and b the R, G, and B
values respectively, x the magnitude of each t-f unit, and n a scalar to bias the generation of
RGB values. We empirically set n to 0.0938 in this work. We call this model Colored Vector
Product Neural Network (CVPNN). After feeding the RGB values into VPNN, we get RGB
values as outputs. Each RGB value is then inversed-mapped to a magnitude at each t-f unit.

3.3 Target Function and Masking
During the training process of singing voice separation, given the predicted vocal spectra Z̃1
and predicted music spectra Z̃2 , together with the original sources Z1 and Z2 , the objective
function J of the WVPNN and CVPNN can be defined as:
J = kZ̃1 − Z1 k2 + kZ̃2 − Z2 k2 .

(6)

After getting the output from WVPNN and CVPNN, we can obtain the predicted spectra
ỹ1 and ỹ2 . We smooth the results with a time-frequency masking technique called that soft
time-frequency mask [Huang et al., 2015], and the magnitude spectra of the input frame can
be transformed back to the time-domain by inverse STFT with the original phases.

4 Experiments
The proposed models are evaluated by singing voice separation experiments on the iKala
dataset [Chan et al., 2015]. Only 252 song clips are released as a public set for evaluation.
Due to the limitation of GPU memory, we partition the public set into 63 training clips and
189 testing clips. To reduce computation, all clips are downsampled to 16000 Hz. For each
song clip, we use STFT to yield magnitude spectra with a 1024-point window and a 256-point
hop size. The performance is measured in terms of source to distortion ratio (SDR), source
to interferences ratio (SIR), and source to artifact ratio (SAR), as calculated by the blind
source separation (BSS) Eval toolbox v3.0 [Vincent et al., 2006]. The overall performance is
reported via global NSDR (GNSDR), global SIR (GSIR), and global SAR (GSAR), which are
the weighted means of the measures over all clips with a weighting proportional to the length
of the clips. Higher numbers mean better performances.
In order to compare the performance of ordinary DNN and CVPNN, we construct two
networks that both consist of 3 hidden layers and 512 neurons in each hidden layer, denoted
as CVPNN and DNN1 , respectively, using Eq. (6) as the target function. The dimensionality
of each t-f unit is 1 for ordinary DNN and 3 for CVPNN. A network structure similiar to
this DNN1 was used in [Roma et al., 2016]. As shown in Table 1, CVPNN performs better
than DNN1 in both GNSDR and GSIR. As CVPNN has three times of NN parameters (i.e.
number of weights and bias) as compared with DNN1 , for fair comparison we further construct
an ordinary DNN comprising 3 hidden layers and 1536 neurons in each hidden layer, denoted
as DNN2 , so that both CVPNN and ordinary DNN have the same number of parameters.
Table 1 shows that CVPNN still performs better. Besides, we also construct two architectures
which have the same number of parameters and t-f units composed of context window size of 3
frames, denoted as WVPNN and DNN3 respectively. Both of them are composed of 3 hidden
layers. The number of neurons in each hidden layer is 512 for WVPNN, and 1536 for DNN.
The difference of these two is the combination of input frames. The input frames is constructed
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Table 1: Comparison of ordinary DNN, WVPNN and CVPNN.
Neural Networks. Arch.
Context Window Size GNSDR GSIR
DNN1
512x3
1
8.16
11.88
DNN2
1536x3
1
8.37
12.64
CVPNN
512x3
1
8.87
13.38
DNN3
1536x3
3
8.85
12.59
WVPNN
512x3
3
9.01
13.82

GSAR
12.11
11.82
11.37
12.52
11.97

as a three-dimensional vector-valued matrix for WVPNN and a two-dimensional valued matrix
for DNN3 . Results in Table 1 show that WVPNN performs better than ordinary DNN3 .

5 Conclusion and Future Work
In this paper, we propose WVPNN and CVPNN for monaural singing voice separation, using
two dimensionality transformation methods. We also propose modern gradient optimization
methods on VPNN to attain better performance. Our evaluation shows that both proposed
models are better than traditional DNN, with 0.16–0.85 dB GNSDR gain and 1.23–1.94 dB
GSIR gain. Future work is to extend these models to CNN and RNN and apply them to other
MIR problems, such as genre classification and music segmentation.
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Acoustic events often have a visual counterpart. Knowledge of visual information
can aid the understanding of complex auditory scenes, even when only a stereo mixdown is available in the audio domain, e.g., identifying which musicians are playing
in large musical ensembles. In this paper, we consider a vision-based approach to
note onset detection. As a case study we focus on challenging, real-world clarinetist
videos and carry out preliminary experiments on a 3D convolutional neural network
based on multiple streams and purposely avoiding temporal pooling. We release
an audiovisual dataset with 4.5 hours of clarinetist videos together with cleaned
annotations which include about 36,000 onsets and the coordinates for a number
of salient points and regions of interest. By performing several training trials on
our dataset, we learned that the problem is challenging. We found that the CNN
model is highly sensitive to the optimization algorithm and hyper-parameters, and
that treating the problem as binary classification may prevent the joint optimization of precision and recall. To encourage further research, we publicly share our
dataset, annotations and all models and detail which issues we came across during
our preliminary experiments.
Keywords: computer vision, cross-modal, audio onset detection, multiple-stream,
event detection

1 Introduction
Acoustic timed events take place when persons or objects make sound, e.g., when someone
speaks or a musician plays a note. Frequently, such events also are visible: a speaker’s lips
move, and a guitar cord is plucked. Using visual information we can link sounds to items
or people and can distinguish between sources when multiple acoustic events have different
origins. We then can also interpret our environment in smarter ways: e.g., identifying the
current speaker, and indicating which instruments are playing in an ensemble performance.
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Understanding scenes through sound and vision has both a multimodal and a cross-modal
nature. The former allows us to recognize events using auditory and visual stimuli jointly. But
when e.g., observing a door bell button being pushed, we can cross-modally infer that a bell
should ring. In this paper, we focus on the cross-modal case to detect acoustic timed events
from video. Through visual segmentation, we can spatially isolate and analyze sound-making
sources at the individual player level, which is much harder in the audio domain [Bazzica et al.,
2016].
As a case study, we tackle the musical note onset detection problem by analyzing clarinetist
videos. Our interest in this problem is motivated by the difficulty of detecting onsets in audio
recordings of large (symphonic) ensembles. Even for multi-track recordings, microphones will
also capture sound from nearby instruments, making it hard to correctly link onsets to the
correct instrumental part using audio alone. Knowing where note onsets are and to which part
they belong is useful for solving several real-world applications, like audio-to-score alignment,
informed source separation, and automatic music transcription.
Recent work on cross-modal lip reading recognition [Chung et al., 2016] shows the benefit
of exploiting video for a task that has traditionally been solved only using audio. In [Li et al.,
2017], note onset matches between a synchronized score and a video are used to automatically
link audio tracks and musicians appearing in a video. The authors show a strong correlation
between visual and audio onsets for bow strokes. However, while this type of visual onset is
suitable for strings, it does not correlate well to wind instruments. In our work we make an
important step towards visual onset detection in realistic multi-instrument settings focusing on
visual information from clarinets, which has sound producing interactions (blowing, triggering
valves, opening/closing holes) representative for wind instruments in general.
Our contributions are as follows: (i) defining the visual onset detection problem, (ii) building
a novel 3D convolutional neural network (CNN) [Tran et al., 2015] without temporal pooling
and with dedicated streams for several regions of interest (ROIs), (iii) introducing a novel
audiovisual dataset of 4.5 hours with about 36k annotated events, and (iv) assessing the current
gap between vision-based and audio-based onset detection performance.

2 Related work
When a single instrument is recorded in isolation, audio onset detectors can be used. A popular
choice is [Schlüter and Böck, 2014], which is based on learning time-frequency filters through
a CNN applied to the spectrogram of a single-instrument recording. While state-of-the-art
performance is near-perfect, audio-only onset detectors are not trained to handle multipleinstrument cases. To the best of our knowledge, such cases also have not been tackled so
far.
A multimodal approach [Barzelay and Schechner, 2010] spots independent audio sources,
isolates their sounds and is validated on four audiovisual sequences with two independent
sources. As the authors state [Barzelay and Schechner, 2010], their multimodal strategy is not
applicable in crowded scenes with frequent audio onsets. Therefore, it is not suitable when
multiple instruments mix down into a single audio track.
A cross-modal approach [Burns and Wanderley, 2006] uses vision to retrieve guitarist fingering gestures. An audiovisual dataset for drum track transcription is presented in [Gillet and
Richard, 2006] and [Dinesh et al., 2017] addresses audiovisual multi-pitch analysis for string
ensembles. All works devise specific visual analysis methods for each type of instrument, but
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do not consider transcription or onset detection for clarinets.
Action recognition aims to understand events. Solutions based on 3D convolutions [Tran
et al., 2015] use frame sequences to learn spatio-temporal filters, whereas two-streams networks
[Feichtenhofer et al., 2016] add a temporal optical flow stream. A recurrent network [Donahue
et al., 2015] uses LSTM units on top of 2D convolutional networks. While action recognition
is similar to visual-based acoustic timed events detection, there is a fundamental difference:
action recognition aims to detect the presence or absence of an action in a video. Instead, we
are interested in the exact temporal location of the onset.
In action localization [Mettes et al., 2016] the task is to find what, when, and where an action
happens. This is modeled with a “spatio-temporal tube”: a list of bounding-boxes over frames.
Instead, we are not interested in the spatial location; we aim for the temporal location only,
which due to the high-speed nature of onsets reverts to the extreme case of a single temporal
point.

3 Proposed baseline method
Together with our dataset, we offer a baseline model for onset detection. The input for our
model is a set of sequences generated by tracking a number of oriented ROIs from a video of
a single clarinetist (see Figure 1). For now, as a baseline, we assume that in case of a multiplayer ensemble, segmentation of individual players already took place. The ROIs consider
those areas in which the sound producing interactions take place: mouth, left/right hands,
and clarinet tip, since they are related to blowing, fingering, and lever movements respectively.

Figure 1: Raw video frames example.
Each sequence is labeled by determining if a note has started during the time span of
the reference frame. A sequence consists of 5 preceding frames, the reference frame, and 3
succeeding frames, forming a sequence of 9 consecutive frames per ROI. We use a shorter future
temporal context because the detector may otherwise get confused by anticipation (getting
ready for the next note). Examples of onset and not-an-onset inputs are shown in Figure 2.
oriented
ROIs

onset sequence

frame n - 5

frame n

not-an-onset sequence

frame n + 3

frame m - 5

frame m

frame m + 3

raw frame

Figure 2: Onset and not-an-onset input sequence examples with 2 ROIs from 3 frames.
Our model relies on multiple streams, one for each ROI. Each stream consists of 5 convolutional layers (CONV1-5), with a fully-connected layer on top (FC1). All the FC1 layers are
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TIME
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Figure 3: Proposed model based on 3D CNNs, slow fusion, and multiple streams (one for each
ROI). LH and RH indicate the left and right hand streams respectively.
concatenated and linked to a global fully-connected layer (FC2). All the layers use ReLU units.
The output consists of two units (“not-an-onset” and “onset”). Figure 3 illustrates our model
and, for simplicity, it only shows one stream for the left hand and one for the right one.
To achieve the highest possible temporal resolution, we do not use temporal pooling. We use
spatial pooling and padding parameters to achieve slow fusion throughout the 5 convolutional
layers. We aim to improve convergence and achieve regularization using batch normalization
(BN) [Ioffe and Szegedy, 2015], L2 regularization and dropout. Since we use BN, we omit the
bias terms in every layer including the output layer.
We use weighted cross-entropy as loss function to deal with the unbalanced labels (on average,
one onset every 15 samples). The loss is minimized using the RMSprop algorithm. While
training, we shuffle and balance the mini-batches. Each mini-batch has 24 samples, half of
which are not-an-onset ones, 25% onsets and 25% near-onsets, where a near-onset is a sample
adjacent to an onset. Near-onset targets are set to (0.75, 0.25), i.e., the non-onset probability
is 0.75. In this way, a near-onset predicted as onset is penalized less than a false positive.
We also use data augmentation (DA) by randomly cropping each ROI from each sequence.
By combining DA and balancing, we obtain epochs with about 450,000 samples. Finally, we
manually use early-stopping to select the check-point to be evaluated (max. 15 epochs).

4 Experimental testbed: Clarinetists for Science dataset
We acquired and annotated the new Clarinetists for Science (C4S) dataset, released with this
paper1 . C4S consists of 54 videos from 9 distinct clarinetists, each performing 3 different
classical music pieces twice (4.5h in total). The videos have been recorder at 30 fps, about
36,000 events have been semi-automatically annotated and thoroughly checked. We used a
colored marker on the clarinet to facilitate visual annotation, and a green screen to allow for
background augmentation in future work. Besides ground-truth onsets, we include coordinates
for face landmarks and 4 ROIs: mouth, left hand, right hand, and clarinet tip.
In our experiments, we use leave-one-subject-out cross validation to validate the generalization power across different musicians (9 splits in total). From each split, we derive the
training, validation and test sets from 7, 1, and 1 musicians respectively. Hyper-parameters,
like decaying learning rate and L2 regularization factors, are manually adjusted looking at fscores and loss for train and validation sets. We compute the f-scores using 50 ms as temporal
1

For details, examples, and downloading see http://mmc.tudelft.nl/users/alessio-bazzica#C4S-dataset
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tolerance to accept a predicted onset as true positive. We compare to a ground-truth informed
random baseline (correct number of onsets known) and to two state-of-the-art audio-only onset
detectors (namely, SuperFlux [Böck and Widmer, 2013] and CNN-based [Schlüter and Böck,
2014]).

5 Results and discussion
During our preliminary experiments, most of the training trials were used to select optimization
algorithm and suitable hyper-parameters. Initially, gradients were vanishing, most of the neurons were inactive, and networks were only learning bias terms. After finding hyper-parameters
overcoming the aforementioned issues, we trained our model on 2 splits.
method
informed random baseline
audio-only SuperFlux [Böck and Widmer, 2013]
audio-only CNN [Schlüter and Böck, 2014]
visual-based (proposed)

Split 1
27.4
82.8
94.3
26.3

Split 2
19.6
81.3
92.1
25.0

Average
23.5
82.1
93.2
25.7

Table 1: F-scores with a temporal tolerance of 50 ms.
By inspecting the f-scores in Table 1, we see that our method only performs slightly better
than the baseline, and that the gap between audio-only and visual-based methods is large (60%
on average). We investigated why and found that throughout the training, precision and recall
often oscillate with a negative correlation. This means that our model struggles with jointly
optimizing those scores. This issue could be alleviated by different near-onsets options or by
formulating a regression problem instead of a binary classification one.
When we train on other splits, we observe initial f-scores not changing throughout the epochs.
We also observe different speeds at which the loss function converges. The different behaviors
across the splits may indicate that alternative initialization strategies should be considered and
that the hyper-parameters are split-dependent.

6 Conclusions
We have presented a novel cross-modal way to solve note onset detection visually. In our
preliminary experiments, we faced several challenges and learned that our model is highly
sensitive to initialization, optimization algorithm and hyper-parameters. Also, using a binary
classification approach may prevent the joint optimization of precision and recall. To allow
further research, we release our novel fully-annotated C4S dataset. Beyond visual onset detection, C4S data will also be useful for clarinet tracking, body pose estimation, and ancillary
movement analysis.
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One of the decisions that arise when designing a neural network for any application is how the data should be represented in order to be presented to, and possibly
generated by, a neural network. For audio, the choice is less obvious than it seems
to be for visual images, and a variety of representations have been used for different
applications including the raw digitized sample stream, hand-crafted features, machine discovered features, MFCCs and variants that include deltas, and a variety
of spectral representations. This paper reviews some of these representations and
issues that arise, focusing particularly on spectrograms for generating audio using
neural networks for style transfer.
Keywords: spectrograms, data representation, style transfer, sound synthesis

1 Introduction
Audio can be represented in many ways, and which one is “best” depends on the application
as well as the processing machinery. For many years, feature design and selection was a key
component of many audio analysis tasks and the list includes spectral centroid and higherorder statistics of spectral shape, zero crossing statistics, harmonicity, fundamental frequency,
and temporal envelope descriptions. Today, the general wisdom is to let the network determine
the features it needs to accomplish its task.
For classification, particularly in speech, Mel Frequency Cepstral Coefficients (MFCCs)
which describe the shape of a spectrum, have a long history. Although they are a lossy
representation, they are used for their classification and identification effectiveness even at
very reduced data rates compared to sampled audio. MFCC’s have also been used for environmental sound classification with convolutional neural networks [Piczak, 2015], although the
reported 65% classification accuracy might be helped with a less lossy representation. Raw
audio samples have also been used for event classification, for example in SoundNet [Aytar
et al., 2016].
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2 Sound Representation for Generative Networks
For generative applications, a representation that can be used to synthesize high-quality sound
is essential. This rules out “lossy” representations such as MFCCs and many hand-crafted
feature sets, but still leaves several options.
Raw audio samples are lossless and trivially convertible to audio. WaveNet [van den Oord
et al., 2016], is a deep convolutional net (not recurrent) that uses raw audio samples as input
and is trained to predict the most likely next sample in a sequence. During the generative phase,
each predicted sample is incorporated into the sequence used to predict the following sample.
With “conditioning” information (such as which phoneme is being spoken) provided along with
input, interesting parametric control at synthesis time is possible. WaveNet implementations
run as deep as 60 layers, and raw audio is typically sampled at rates ranging from 16K to 48K
per second, so synthesis is slow at many minutes of processing per second of audio.
Magnitude spectra can also be used for generative applications given techniques for deriving
phase from properties of the magnitude spectra to reconstruct an audio signal. The most oftenused phase reconstruction technique comes from Griffin and Lim [1984], which is implemented
in the Librosa library [McFee et al., 2015]. However, it involves many iterations of forward
and inverse Short-time Fourier Transforms (STFTs), and is fundamentally not real time (the
whole temporal extent of the signal is used to reconstruct each point in time), and is plagued by
local minima in the error surface that sometimes prevent high-quality reconstruction. Recent
research has produced methods that are theoretically and in practice real time [Zhu et al.,
2007] [Pruša and Søndergaard, 2016]; methods that can produce very convincing transients
(temporally compact events) [Pruša, 2017]; and non-iterative methods of reasonable quality
that are as fast to compute as a single STFT [Beauregard et al., 2015].
Spectrograms are 2D images representing sequences of spectra with time along one axis,
frequency along the other, and brightness or color representing the strength of a frequency
component at each time frame. This representation is thus at least suggestive that some of
the convolutional neural network architectures for images could be applied directly to sound.
Style transfer [Gatys et al., 2015] is a generative application that uses pre-trained networks
to create new images combining the content of one image and the style of another. Because
of the plethora of image networks available (e.g. VGG-19 [Simonyan and Zisserman, 2014]
pre-trained on the 1.2M image database ImageNet [Deng et al., 2009]) and the dearth of
networks trained on audio data, the question naturally arises as to whether the image nets
would be useful for audio style transfer representing audio spectrogram images. We ran some
experiments with the pre-trained VGG-19 network, with the goal of superimposing “style”
or textural features from one spectrogram on the “content” or structural features of another.
The features were defined as in [Gatys et al., 2015], so that content features were just the
activations in deeper layers of the network, and style features were defined as the Gram matrix,
a second-order measure derived from activations on several shallower layers.
In order to use spectral data for this purpose, several issues had to be addressed. Because
image processing networks work on 3-channel RGB input, the single-channel magnitude values
of the spectrograms must be duplicated across 3 channels to work with the pre-trained network. Since color channels are processed differently from each other in the neural network, the
post-processing synthesized color image must be converted back to a single channel based on
luminosity to be meaningful as a spectrogram.
Although processing sonograms as images “works” in the sense that visual characteristics
are combined in interesting nonlinear ways, the resulting sounds are not nearly as compelling
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as style transfer for visual images is. The issue is likely due to the difference between how
sonic objects are represented in spectrograms compared to how visual objects are represented
in 2D, and the way convolutional networks are designed to work with these images.
Convolutional neural networks designed for images use 2D convolution kernels that share
weights across both the x and the y dimensions. This is based in part on the notion of
translational invariance, which means that an image feature or object is the same no matter
where it is in the image. For sonic objects in the linear-frequency sonogram, this is true
when objects are shifted in the x dimension (time), but not when they are shifted in the y
dimension (frequency). Audio objects consist of energy across the frequency dimension, and as
a sound is raised in pitch, its representation not only shifts up, but changes in spatial extent.
A log frequency representation may go some way to addressing this issue, but the non-local
distribution of energy across frequency of an audio object might still be problematic for 2D
convolution kernels. Sound images also present other challenges compared to visual images
- for example, sound objects are “transparent” so that multiple objects can have energy at
the same frequency, where a given pixel in a visual image almost always corresponds to only
one object. In addition, audio objects are non-locally distributed over a spectrogram whereas
visual objects tend to be comprised of neighboring pixels in an image.
Dmitry Ulyanov Ulyanov and Lebedev [2016] reports in a blog posting about using convolutional neural networks in a different way for audio style transfer. He uses spectrograms, but
instead of representing the frequency bins as the y dimension in an image, he considers the
different frequencies as existing at the same point in a 1D representation as stack of “channels”
in the same way the 3 channels for red, green, and blue are stacked at each point in a 2D visual
image. As in image applications, the convolution kernel spans the entire channel dimension;
there is no small shared-weight convolution kernel that shifts along the channel dimension as
it does in the spatial dimensions. The number of audio channels, typically 256 or 512, is much
greater than the 3 channels used for color images, and the vertical dimension is reduced to one.
There are two remarkable aspects to the network used by Ulyanov for style transfer that
differentiate it from the “classical” approach described by Gatys et al. [Gatys et al., 2015].
First, the network uses only a single layer. The network activations driving content generation
and those driving style generation come from one and the same set of weights. The difference
between content and style thus comes not from the depth of the layers, but only from the
difference between first-order and second-order measures of activation. Secondly, the network
was not pre-trained, but uses random weights. The blog post claims this unintuitive approach
generated results as good as any other, and the sound examples posted are indeed compelling.
To further investigate the utility of spectrogram representations and the hypothesis that
weights are unimportant for style transfer, a network with two convolutional layers and two
fully-connected layers was trained on the ESC-50 data set [Piczak, 2015] consisting of 2000
5-second sounds. Sounds were represented as spectrograms consisting of 856 frames with 257
frequency bins, and the network was trained to recognize 50 classes. We then compared pretrained and random weight values for style transfer1 .
Sonograms generated with different weight and noise conditions are shown in Figure 1. The
content target is speech and the style target is a crowing rooster. This study shows a significant
1

The network was trained with 2 convolutional layers of 2048 and 64 channels resp., used relu activation
functions, and each was followed by max pooling of size 2 with strides of 2. A fully connected final layer had
32 channels. A secondary classification was performed simultaneously (multi-task learning) as regularization,
where sounds were divided into 16 balanced classes based on spectral centroid. Details and sound examples
at http://lonce.org/research/audioST
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difference between random and pre-trained weights. Additionally, the network trained for audio
classification does not introduce the audible artifacts of the kind we found using an imagetrained network. Although style transfer does work without regard to weights based only on
the first-order and second-order content and style matching strategy, a network trained for
audio classification appears to generate a more integrated synthesis of content and style.

Figure 1: a) With trained network weights and no added image noise, the result shows wellintegrated features from both style and content. b) With random weights, style
influence is hard to detect and content sounds noisy. c) Adding noise to the initial
image results in sound that has the gross amplitude features of the content and a
noisy timber barely identifiable with the style source d) Random weights and added
image noise cause the loss of any sense of either content and style.
For the architecture we used, style suffers more than content from noise effects, whether
added to the initial image, or in the form of random weights. Also, to compensate for the
reduction of parameters in the network when arranging frequency bins as channels, it is necessary to dramatically increase the number of channels in the network layer(s) in order for longer
timescale style features to appear in the synthesis. Ulyanov used 4096 channels, we used 2048
in the first layer. This is both greater than the typical channel depth used in image processing
networks, and greater than was necessary to pre-train the network on the classification task.

3 Summary
Spectral representations may have a role in applications that use neural networks for classification or regression. They retain more information than most hand-crafted features traditionally
used for audio analysis, and are of lower dimension than raw audio. The are particularly useful for generative applications due to available techniques for reconstructing high-quality audio
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signals. Linear-frequency sonograms can not be treated in the same was as images are by 2D
convolutional networks, but other approaches such as considering frequency bins as channels
are being explored and show promising results.
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Talking Drums: Generating drum grooves with
neural networks
P. Hutchings∗1
1

Monash University, Melbourne, Australia

Presented is a method of generating a full drum kit part for a provided kick-drum
sequence. A sequence to sequence neural network model used in natural language
translation was adopted to encode multiple musical styles and an online survey
was developed to test different techniques for sampling the output of the softmax
function. The strongest results were found using a sampling technique that drew
from the three most probable outputs at each subdivision of the drum pattern but
the consistency of output was found to be heavily dependent on style.
Keywords: RNN, percussion, generative music, translation

1 Introduction
This research details the development of a percussion-role agent as part of a larger project
where virtual, self-rating agents with different musical roles work in a process of co-agency to
generate music compositions in real-time [Hutchings and McCormack, 2017]. The percussionrole agent was developed for generating multiple possible multi-instrument percussion parts to
accompany provided melodies and harmonies in real-time.
A neural network based agent was developed to incorporate a range of different music styles
from a large corpus of compositions and to utilise a softmax function as part of the self-rating
process. A network architecture used in natural language translation was adopted based on
the idea that a percussion score could be considered as containing multiple drums ‘speaking’
different languages but saying the same thing at the same time. The network was trained on a
collection of drum kit scores from over 250 pop, rock, funk and Afro-Cuban style compositions
and patterns from drum technique books. The output of the network was evaluated from
an online survey and a physical interface was developed for feeding kick-drum parts into the
network.
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1.1 Related work
Markov models [Hawryshkewich et al., 2010] [Tidemann and Demiris, 2008], generative grammars [Bell and Kippen, 1992] and neural network models Choi et al. [2016] have all been shown
to be effective in the area of drum score generation. The approach shown in this paper is based
on the requirements of generating an agent for a multi-agent composition system. Research in
this area has demonstrated the need for agent models to match the needs of the overall system
[Eigenfeldt and Pasquier, 2009].
The similarities and differences between music and natural language have been explored in
detail [Patel, 2003] [Mithen, 2011]. While distinct differences exist in terms of cognitive processing, semantics and cultural function, there are similarities in the structure of phrases that
have lead to the use of natural language processing techniques in the analysis and generation
of music.

1.2 Translation model
Generating a full drum kit score based on the rhythm of one or more individual instruments in
the kit is a problem with different challenges than natural language translation. All translations
are one to one in word count. Music is a non-semantic form of communication which allows
for and values greater structural variation than spoken language so imperfect translations can
still be effective. Conversely because there is no perfect translation, there are many different
outputs for a given input in the training data, decreasing convergence during training. The
problem can also be viewed as one of data-expansion as a single instrument part is expanded
to fill a full drum kit with multiple concurrent instruments being used. To take advantage of
these strengths and diminish the weaknesses of a translation based neural network model a
new syntax for expressing drum parts was developed.

2 Method
2.1 Data preprocessing
A collection of 250 drum kit scores in 4/4 were found on drum tablature websites and books
and parsed into a music-XML format. Tracks were selected based on the most viewed webpages for rock, pop, funk and Afro-Cuban styles of music and were each checked for accuracy
by comparing with the original recordings by ear. Pop, rock and funk styles were selected
due to their global popularity and typical use of a standard drum kit. The Afro-Cuban style
was added to this list to see if some of the stricter idiomatic structures of the style, such as
the ‘clave’ rhythmic pattern, could be preserved. Afro-Cuban and funk drum tablatures were
more difficult to find so the tablatures were augmented with patterns from drum technique
instruction books. For each genre a total of 7000-7500 bars were parsed.
Each bar was divided into 48 subdivisions, allowing all triplet and tuple divisions down to
the resolution of semiquaver triplets to be represented. Each division was given a word token
that represented the drums being hit on that subdivision and barlines were replaced with a
word token describing the musical style which allowed multiple styles to be encoded in a single
RNN network.
The tokenised phrase in Equation 1 represents a kick-drum being kicked on each beat of a
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single 4/4 bar and a ‘pop’ style description.
pop K o o o o o o o o o o o K o o o o o o o o o o o K o o o o o o o o o o o K o o o o o o o o o o o (1)
The full list of letter representations used to create word tokens are presented in Table 1.
Composition segments of 4 bars were used as sentences for training the neural network with
kick-drum patterns used as inputs to the encoder layer and the rest of the drum parts in the
decoder layer. Encoder input sequences were reversed and encoded using one-hot encoding.
The kick-drum was selected as the input language because it is usually used to mark the beat
of a composition and small changes can dramatically affect the feeling of time.

Drum
Letter

Cymbal
C

Table 1: Letter representations of drums
Hi-hat Snare High Tom Tom Floor Tom
H
S
T
t
F

Kick
K

None
o

2.2 Network architecture
The neural network has an RNN sequence-to-sequence architecture [Sutskever et al., 2014]
using the Tensorflow deep-learning framework [Abadi et al., 2015]. A model layer of size 128
and 3 layers produced a perplexity of 1.15 when trained with a learning rate of 0.55 and a
gradient descent optimiser. This was the lowest perplexity achieved from a manual testing of
variations to these hyper-parameters. Hidden states were initialised with all zero values and
updated at each step of training.

3 Evaluation
An online survey was generated to find a sampling technique that human listeners found preferable. The survey was advertised on social media groups related to drumming and computer
music and run for two weeks.

3.1 Survey
Participants were presented with a style menu and a 48 step sequence with an editable kickdrum line that they could use to design a four beat kick-drum pattern as seen in Fig. 1. After
clicking a ‘Generate Groove’ button on the interface, the other instrument parts would be
generated and a loop of the pattern would begin playing with sounds sampled from drum kits.
Participants were then asked to rate the groove as poor, average or good. The survey was
designed to encourage a fast and playful experience, so demographic data was not asked or
collected.
Each time a groove was generated the web application ran the input through the neural
network and randomly selected a sampling method. Three sampling methods were tested: A
greedy decoder (Method 1), a roulette-wheel sampler across all probabilities (Method 2) and
a roulette-wheel sampler of the three most probably tokens at each subdivision (Method 3).
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Figure 1: Interface for the online evaluation survey

3.2 Results
A total of 1278 groove evaluations were recorded in the survey.
Table 2: Survey results for
Raw
Good Average
Method 1 91
276
Method 2 100
217
Method 3 172
183

different sampling methods
Normalised
Poor Good Average Poor
30
0.23
0.70
0.08
125
0.23
0.49
0.28
84
0.39
0.42
0.19

As shown in Table 2 the model produced full drum-kick patterns that were deemed to be
average or good in a majority of ratings on the web survey. Of the three sampling methods
it can be observed that the greedy encoder had a tendency towards results that participants
deemed average. The roulette wheel sampling used in Method 2 had the highest rate of
‘poor’ ratings. Overall the best performer was the sampler that drew from the three most
probable tokens at each subdivision. Examples of 5 drum patterns for each sampling method
are available to listen to at https://doi.org/10.6084/m9.figshare.4903181.v1.
Table 3: Mean rating for mean initial probabilities of selected notes.
Poor =0, average =1, good = 2
Mean probability 0.2-0.3 0.3-0.4 0.4-0.5 0.5-0.6 0.6-0.7 0.7-0.8 0.8-0.9
Mean rating
0.25
0.27
0.58
1.14
1.32
1.54
1.22

4 Discussion and future work
The ratings in Table 3 peaked when the average probability was between 0.7-0.8, below the
maximum observed bracket of 0.8-0.9. This may be a result of participants valuing familiar
but different drum patterns over patterns that they may have heard in songs they know. The
significantly higher rating of one band of probability range supports the use of the model in the
intended application of a multi-agent system as it provides a means of self-rating output. Mean
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ratings of Afro-Cuban style patterns were significantly lower (24% poor) than for other styles
(16-18% poor) which may be the result of stylistic bias of the participants or could suggest
important elements of the style are not represented in the model output.
A syntax for expressing desired accents is being developed as an encoder to expand the pallet
and may improve results in the Afro-Cuban and other styles. A physical drum-pedal interface
has been developed to test the system with drummers in a natural playing position.
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Convolutional neural networks (CNNs) have been successfully applied on both
discriminative and generative modeling for music-related tasks. For a particular
task, the trained CNN contains information representing the decision making or
the abstracting process. One can hope to manipulate existing music based on
this “informed” network and create music with new features corresponding to the
knowledge obtained by the network. In this paper, we propose a method to utilize
the stored information from a CNN trained on musical genre classification task.
The network was composed of three convolutional layers, and was trained to classify
five-second song clips into five different genres. After training, randomly selected
clips were modified by maximizing the sum of outputs from the network layers. In
addition to the potential of such CNNs to produce interesting audio transformation,
more information about the network and the original music could be obtained from
the analysis of the generated features since these features indicate how the network
“understands” the music.
Keywords: convolutional neural network, musical signal modification, musical
genre classification

1 Introduction
Recent studies show that CNNs provide promising performance when applied to the musicrelated fields such as genre classification, instrument recognition, and music composing [Dieleman et al., 2011]. A CNN trained on a particular music-related task “learns” one type of
knowledge about music and it has the potential to be applied to reshaping music or audio
recording. It can be viewed as an audio counterpart of the deepdream project which adjusts
images to enhance patterns based on CNN trained on visual recognition tasks [Mordvintsev
et al., 2015].
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2 Methods
In this study, a CNN with three convolutional layers was trained to classify music into five
genres (alternative, electronica, pop, rap, and rock). The private datasets for training and
testing were prepared from 23,639 song files. The signals obtained from the audio files were
downsampled to 8,000Hz and separated into five-second (40,000 data point) clips. Eventually,
a total of 139,500 audio clips were prepared.
The major components of the network include an input layer, three convolutional layers, and
an output layer. The shapes of the input and output layers are 1×40, 000 and 1×5, respectively.
The convolutional layers hold 16 filters each, having length 8, 32, and 128, respectively. The
stride length for each filter is 8. The activation function for each node in the convolutional
layers is the rectify function. In addition, batch normalization was applied on the intermediate
result generated by each convolutional layer.
The optimization approach used in the classification task was mini-batch gradient descent,
which took a subset of data in each iteration and updated the parameters based on the gradient
of the aggregated loss. The specific update method applied was based on Nesterov’s accelerated
gradient descent. During training, twenty epochs were applied and the training loss and training
time for each epoch were recorded.
The computational goal for the modification procedure was to modify the input clip in order
to maximize the objective function which is the sum of a particular convolutional layer or all
convolutional layers. The optimization method chosen to maximize the objective function was
gradient ascent. Each modified clip was normalized and saved as a 16-bit audio file in the
linear pulse-code modulation waveform audio file format.

3 Results and Discussion
The classification accuracies for the five genres, alternative, electronica, pop, rap and rock
music, are respectively 27.6%, 45.3%, 34.2%, 84.3%, and 51.2%. The results indicate that the
proposed CNN has better performances for the genres with outstanding characteristic such
as rap and rock. However, its ability to distinguish genres with uncertain features such as
alternative and pop is weak. A more complicated network architecture may be required in
order to overcome the weakness.
The resulting audio files are available at [Mod, 2017]. The ones based on lower layers tend to
develop some attack-like features, while the ones based on higher layers have clear harmonics
pattern. More constraints might be necessary to reduce the noises in the modification.
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This manifesto paper will introduce machine listening intelligence, an integrated
research framework for acoustic and musical signals modelling, based on signal
processing, deep learning and computational musicology.
Keywords: deep unsupervised learning, computational musicology, representation theory.

1 Introduction
1.1 Motivation
The relation between signals and symbols is a central problem for acoustic signal processing.
Among different kind of signals, musical signals are specific examples in which there is some
information regarding the underlying symbolic structure. While an impressive amount of
research has been done in this domain in the past thirty years, the symbolic processing of
acoustic and musical signals is still only partially possible.
The aim of this paper, grounded on our previous work [Cella, 2009], is to propose a manifesto
for a generalised approach for the representation of acoustic and musical signals
called machine listening intelligence (MLI), by integrating cognitive musicology insights, hand-crafted signal processing and deep learning methods in a general mathematical
framework.
Among existing approaches that share similarities with ours, there are the multiple viewpoint
system [Conklin, 2013] and IDyOM [Pearce and Wiggins, 2013]. While comparing differences
and similiarities with these approaches could be interesting, we will not do this here and we
mention them only for reference.

1.2 Scientific assessment
In the past twenty years, with the improvement of computers and the advancements in machine learning techniques, a whole field called music information retrieval (MIR) developed
massively. This important domain of research brought impressive results and had been able
to tackle problems that appeared to be unsolvable, such as the classification of very complex signals. Nonetheless, tasks that are relatively easy for humans are still hard and there
are not general solutions. Apparently, these kind of tasks are often ill-defined or lack proper
information to be correctly represented.
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More recently, the uprise of deep learning techniques in computer vision created a real revolution in machine learning given the advancements they provided [Krizhevsky et al., 2012]. Deep
convolutional networks, for example, provide state of the art classifications and regressions
results over many high-dimensional problems [Le Cun et al., 2015]. Their general architecture
is based on a cascade of linear filter weights and non-linearities [Mallat, 2016]; the weights
are learned from massive training phases and generally outperform hand-crafted features. The
switch to large scale problems that happened in the past few years in the computer vision
community, moreover, proved the fact that we need to address more general problems for
acoustic signals, where the domain of research is not defined by a single sample but by a whole
population.
However, these complex programmable machines bring us to a very difficult and partially
unknown mathematical world. We believe that representation theory is good candidate for
such mathematical model. Signal representation methods can be thought as linear operators
in vector space and representation theory studies abstract algebraic structures by representing
their elements as linear transformations of vector spaces [Fulton and Harris, 2004].
Next sections will be as follows: section 2 will show some problems and applications that
we would like to address with our approach. From section 3 we will go more into technical
details describing what are representations for signals and reviewing their properties both from
cognitive and mathematical standpoints. This will serve a background for section 4, that will
present the general research approach for MLI.

2 Problems and outcomes
Among the large number of open problems in the field of signal processing, we would like
to present here some interesting examples that could be treated in the context of machine
listening intelligence. These problems refer particularly to music and creative applications,
but we think that the developed methodology could be further used in different domains. As
such, they must be considered just as examples of possible outcomes.

2.1 Semantic signal processing
A signal transformation is, in a general sense, any process that changes or alter a signal
in a significant way. Transformations are closely related to representations: each action is,
indeed, performed in a specific representation level. For example, an elongation performed
in time domain gives inferior results (perceptually) to the same transformation performed in
frequency domain, where you have access to phases. In the same way, a pitch shift operated
in frequency domain gives inferior results to the same operation performed using a spectral
envelope representation, where you have access to dominant regions in the signal. In the two
cases discussed above we passed from a low-level representation (waveform) to a middle-level
representation (spectral envelope). We could, ideally, iterate this process by increasing the
level of abstraction in a representation thus giving access to specific properties of sound that
are perceptually relevant; by means of a powerful representation it could therefore be possible
to access a semantic level for transformations. We envision, therefore, the possibility in the
future to have such kind of semantic transformations by accessing representations given by
deep learning models.
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2.2 High-level acoustic features
One of the most impressive example of creative application of deep learning is, in our opinion,
style transfer. In a paper published in 2016 [Gatys et al., 2016], for example, the authors
showed how it is possible, using the latent space of a deep network, to transfer high level
features from one image to another. It is interesting to remark that the transferred features
are not simple effects but real traits of the style of the image.
Unfortunately, such an impressive process is not possible on acoustic signals for the moment.
In 2013 we achieved the construction of an advanced hybridisation system for sounds [Cella
and Burred, 2013]. The basic idea of our approach was to represent sounds in term of classes
of equivalences and probabilities, then mix the classes of one sound with the probabilities
of another one. While the perceptual results were satisfying for us, the limitation of the
representation method used, didn’t permit to access high-level acoustic features.
We believe that deep musical style transfer can be considered as a generalisation of hybridisation and we strongly believe that this kind of processing could be achieved by MLI.

3 Signal representations
Defining a representation for music and musical signals involves the establishment of essential
properties that must be satisfied. Many years of research have been devoted to such a complex
task in the field of cognitive musicology, a branch of cognitive sciences focused on the modelling
of musical knowledge by means of computational methods [Laske and al., 1992].
Among important properties for musical representations found from the literature in the
field, there are milestones such as multiple abstraction levels, multi-scale and generativity.
Interestingly enough, these properties are not only specific to music but can be applicable to
different kind of acoustic signals, as we will see.
Usually, the description of acoustic signals select a particular degree of abstraction in the
domain of the representation. In general, low-level representations are generic and have very
high dimensionality. These representations evolve fast and the only transformations that are
possible at this level are geometric (translations, rotations, etc.) and are mostly defined on
continuous (Lie) groups [Mallat, 2016]. In the middle, there are families of representations
(often related to perceptual concepts) that have a medium level of abstraction and a not so huge
dimensionality and allow for transformations on specific concept (variables), usually defined on
discrete groups [Lostanlen and Cella, 2016]. On the other end, very abstract representations
are pretty much expressive and have a low dimensionality; in a sense, these representations deal
with almost-stationary entities such as musical ideas and unfortunately it is very difficult to
know which mathematical structure stays behind. As an example, we could think to low-level
representations as signals (used by listeners), to middle-level as scores (used by performers)
and to high-level as musical ideas (used by composers). Figure 1 depicts the outlined concepts.
Representations can be considered linear operators that need to be invariant to sources of
unimportant variability, while being able to capture discriminative information from signals.
As such, they must respect four basic properties; being x a signal and Φx its representation:
• discriminability: Φx 6= Φy =⇒ x 6= y;
• stability: kΦx − Φyk2 ≤ Ckx − yk2 ;
• invariance (to group of transformations G): ∀g ∈ G, Φg.x = Φx;
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Figure 1: Different abstraction degrees in representations.
• reconstruction: y = Φx ⇐⇒ x̃ = Φ−1 y.
Discriminability means that if the representations of two signals are different than the two signals must be different. Stability means that a small modification of a signal should be reflected
in a small modification in the representation and vice-versa. Invariance to a group of transformation G, means that if a member of the group is applied to a signal, than the representation
must not change; reconstruction, finally, is the possibility to go back to a signal that is equivalent to the original (in the sense of a group of transformations) from the representation. It is
possible to divide representations in two major categories: prior and learned.

3.1 Prior and learned representations
In prior representations, signals are decomposed using a basis that has been defined mathematically, in order to respect (some of) the properties given above. The general model of a prior
representation
is a decomposition of a signal x into a linear combination of expansion functions:
P
α
g
x= K
k=1 k k , where K is the dimensionality, the coefficients αk are weights derived from an
analysis stage an functions gk are fixed beforehand and are used during a synthesis stage. The
choice of the decomposition functions is dependent on the particular type of application needed
and the more compact (sparse) the representation is, the more the functions are correlated to
the signal.
In learned representations, the decomposition functions used to describe a signal are learned
by a training on some examples that belong to a specific problem. The training can be done
in two different ways: supervised or unsupervised.
Supervised learning is a high-dimensional interpolation problem. We approximate a function
f (x) from q training samples {xi , f (xi )}i≤q , where x is a data vector of very high dimension d.
A powerful example of supervised learned representation are convolutional neural networks.
In unsupervised training, on the other hand, there is not a target function to approximate
and other mathematical constraints are applied, such as sparsity or variance reduction. Typical
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examples of unsupervised representations are sparse coding and auto-encoders.

3.2 Importance of unsupervised learning
Recent advancements showed that supervised learning is able, if given the right conditions, to
outperform both unsupervised and prior representations. There are problems, however, where
this family of representations cannot be applied and the only possible approach for learning a
representation is using unsupervised methods:
• lack of labeled data: copyright issues can make impossible to deploy a database of labeled
music of a significative size to be used a reference case for reproducible research;
• cost of data gathering: some real-life problems are related to contexts in which is impossible to gather large amount of data (such as biomedical recordings);
• conceptual disagreement: in some cases, it is very difficult or even impossible to assign
labels to acoustic signals given their inherent ambiguity (music is often such a case).

4 Research approach
The discussion given above outlines, in our opinion, the necessity of a general framework able
to integrate the different approaches to the representation of musical and acoustical signals
into a common perspective.
Machine listening intelligence aims at being such a framework, by integrating cognitive
musicology insights, established signal processing techniques and more recent advancements in
deep learning in the context of representation theory.
Prior representations are defined by mathematical models but fail to achieve the same expressivity of learned representations. On the contrary, deep learning proved to be valuable
in incredibly different domains and showed that some learning techniques are indeed general.
One of the issues, in the case of acoustic and musical signals, is that there is not a common
and established mathematical model for this kind of methods. Moreover, supervised learning
is not always possible for the reasons outlined in section 3.2. Therefore, we envision a research
approach based on the following main factors:
• deep unsupervised learning methods: only with deep architectures it is possible to
create multi-scale representations that have different abstraction levels; using unsupervised learning, it is possible to address difficult problems that lack labelled data;
• representation theory: by interpreting learning with linear operators, it is possible to
create a common mathematical language to compare and study its properties;
• large scale problems: using large datasets (that usually embody difficult problems)
will impose the research of scalable and general learning methods, that can be transferred
to many different domains;
• multi-disciplinarity: putting together several sources of knowledge such as psychoacoustics, cognitive musicology, computational neurobiology, signal processing and machine learning is the key for future development of the so-called intelligent machines.
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While prior representations formally define the level of abstraction, they cannot reach the
same level of aggregate information gathered by deep learning networks. These networks, on
the other hand, are not capable of explaining the concepts they discover. For such reasons,
it is interesting to make a bridge between these two approaches by immersing both in a more
general framework that could be found in representation theory. Machine listening intelligence
aims at filling this gap.
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Toward Inverse Control of
Physics-Based Sound Synthesis
A. Pfalz1 and E. Berdahl1
1
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Long Short-Term Memory networks (LSTMs) can be trained to realize inverse
control of physics-based sound synthesizers. Physics-based sound synthesizers simulate the laws of physics to produce output sound according to input gesture signals.
When a user’s gestures are measured in real time, she or he can use them to control
physics-based sound synthesizers, thereby creating simulated virtual instruments.
An intriguing question is how to program a computer to learn to play such
physics-based models. This work demonstrates that LSTMs can be trained to
accomplish this inverse control task with four physics-based sound synthesizers.
Keywords: LSTM, physics-based models, sound synthesis

1 Introduction
1.1 Sound Matching
Controlling the parameters of sound synthesizers in order to realize target sounds has been a
challenge for decades. For instance, with the Frequency Modulation (FM) synthesis technique,
the connection between the carrier frequencies, modulation frequencies, and modulation indices
(particularly as these are automated) and the sound produced is complicated. Accordingly, researchers have applied various techniques for adapting FM parameters to achieve target sounds
such as Horner et al. [1993], Garcia [2001], Lai et al. [2006], and Tan and Lim [1996]. Similar
work as also been conducted for tuning the parameters of physics-based models; however, most
of these works have required very specific optimizations that apply only to certain models (see
Sondhi and Resnick [1983] and Riionheimo and Välimäki [2002]).

1.2 Inverse Control
However, since humans are able to learn to play musical instruments, it seems very likely
that machine learning methods could help address the inverse control problem. For example,
deep as well as shallow learning for audio and music generation has been investigated from a
number of different perspectives. One approach is generating sequences of notes using MIDI
or symbolic notation (as in Waite [2016]). WaveNet is another very promising project among
others (van den Oord et al. [2016]).
Proceedings of the First International Workshop on Deep Learning for Music,
Anchorage, US, 18-19 May, 2017

–56–

(a) Typical paradigm for physics-based
sound synthesis (forward control).

(b) Proposed paradigm (inverse control).

Figure 1: Paradigms for physics-based sound synthesis.
The advantage of this technique is that it allows the generation of sounds to be automated.
If a complex sound is desired, the user needs to spend time practicing to execute a potentially
difficult gesture to be able to produce the output audio.

2 Approach
2.1 Overview
Synth-A-Modeler is an open-source software project for building physics-based sound synthesizers (see Berdahl and Smith III [2012]). Figure 1a shows the typical paradigm for physicsbased sound synthesis. In contrast, the present work proposes a new paradigm in which an
LSTM learns to realize inverse control of a physics-based sound synthesizer. In other words,
the LSTM uses a target sound to match the gesture that was used to create the target sound
using a physics-based sound synthesizer. Consequently, the predicted synthesized gesture can
be applied to a physics-based sound synthesizer to create a synthesized sound. Although not
studied directly in this introductory work, this paradigm has potential applications denoising
audio recordings, toolkits for making foley, sound transformations and sound mappings.

2.2 Physics-Based Sound Synthesizers Used in the Project
Each physics-based sound synthesizer used in this work receives a gesture signal that could for
example represent the position of a musician’s hand in real-time, enabling her or him to play
virtual sound synthesizers. These gesture signals are in the range of −0.05 m to 0.05 m (see
Figure 2a for an example gesture) with an audio sampling rate of 44.1kHz. Depending on the
particular sound synthesizer type, the gesture excites the synthesizer in a different way.
For example, the sound synthesizer PluckAResonator.mdl incorporates a virtual plucking
mechanism that activates a single, virtually oscillating resonator. Accordingly, the sound is
triggered when the plectrum is pushed beyond the 0 m point (see Figure 2).1
For example, as the gesture signal moves up from −0.05 m, there will at first be no sound
synthesized until the virtual plectrum moves close enough to interact with the virtual resonator
(see Figure 2). Then, as the gesture continues moving up, the plectrum “plucks” the virtual
resonator causing it to vibrate and produce sound (see Figure 2 near t = 16000 samples).
Notice that the spikes in amplitude in the synthesized sound signal correspond approximately
to zero crossings in the gesture signal.
1

To model the dynamics of a plectrum more precisely, the sound is actually triggered when the plectrum is
pushed a small distance d meters beyond the difference between the virtual gesture input signal and the
current position of the resonator, where d changes sign with each pluck. The details of how the sound
synthesizers work are beyond the scope of this paper. Their dynamical behaviors are complex, nonlinear
and nuanced, as is appropriate for modern physics-based sound synthesis.
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(a) Gesture signal.

(b) Synthesized sound output.

Figure 2: Gesture signal input and corresponding synthesized sound output for a physics-based
model with a plucking excitation. (The horizontal axis is time in samples.)
Different nonlinear excitation mechanisms were employed in the models described below,
to verify that the LSTMs could, just like human musicians, learn to produce a wide range of
gestures for this application. For example, the synthesizer TouchSeveralModalResn.mdl was
controlled using a kind of “nonlinear contact link,” ScratchMassLinkChain.mdl incorporated
a bowed-string kind of interaction, and PluckHarp10.mdl featured ten individually pluckable
virtual strings, each with its own distinct plucking point across the input gesture range.

2.3 An LSTM Network for Inverse Control
Long Short Term Memory (LSTM) networks are known for their sequence prediction abilities
(see Hochreiter and Schmidhuber [1997]). In this work, it was decided to try using LSTMs for
inverse control in order to see if an LSTM could learn to play music using physics-based sound
synthesizers.
LSTMs were implemented using the high level TensorFlow API contrib.rnn. The models
had two or three layers each with 1024 units implemented with contrib.rnn.MultiRNNCell
wrapper with default settings except where indicated otherwise (Abadi et al. [2015]). The loss
function used the mean-squared error to measure the similarity between a synthesized gesture
ŷ and a gesture y that was used to produce a target sound x. The Adam Optimizer was used.
Figure 3 shows the process of generating the data and training an LSTM.
In order to capture the most data with a single input, the audio data in x was downsampled
from 44100Hz to 2756Hz (a speech-quality sampling rate) before showing it to the LSTM.
To obtain gesture signals, six-minute recordings were made with each physics-based sound
synthesizer of a human musician performing musical gestures using a single degree-of-freedom
haptic device (Berdahl and Kontogeorgakopoulos [2012]). This recording was then broken into
segments that were 1024 samples long. Batches of 98 inputs were used per training iteration.
The models were trained over 64 epochs. The validation and testing datasets were each 10%
of the original six-minute corpus.
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Figure 3: Diagram of how loss is computed.

3 Results
Audio examples of results from these experiments are available at https://cct.lsu.edu/
~apfalz/inverse_control.html. In each of the files, the left channel is the synthesized
gesture ŷ. The right channel is the target audio x. All the examples come from the test set.
Audio example 1 shows the simplest of the physics based models. The resultant audio
matches the target audio quite closely. There are slight differences in the amplitude and phase
on the audio. The authors found the differences are barely noticeable and only when listening
on headphones. Audio example 2 shows comparable results with the physics based model that
uses a virtual touch for its mode of interaction.
Audio example 3 shows the most impressive results from these experiments. In this example,
the LSTM had to learn to consider the frequencies of the target audio it was trying to match.
In some informal trials not shown here, the LSTM was shown to be able to predict comparably
accurate gestures for simpler physics based models like the one shown in audio example 1 when
the LSTM was shown only the RMS level of the target audio, rather than the raw audio itself.
Audio example 4 shows the worst performance. This was expected because the target audio
is decidedly more complex than the other inputs. The LSTM was still able to predict a gesture
that closely matched the target audio. However, there the gesture contained some extraneous
excitations.
The normalized absolute error for the test set was calculated using equation 1.
N ormalizedAbsoluteError =

1
N

PN
1
N

i=1 |Yi − Ŷi |
,
PN
i=1 |Ŷi |

(1)

where Y is the targets and Ŷ is the prediction. The model was able to synthesize the target
gesture very accurately for TouchSeveralModalResn.mdl and PluckHarp10.mdl with 4.12%
and 2.20% error respectively. TouchSeveralModalResn.mdl and ScratchMassLinkChain.mdl
performed worse with 22.37% and 16.84% error respectively. The audio that resulted from
these gestures still matched the target audio closely though.

4 Conclusions and Future Work
The LSTM was able to synthesize gestures for inverse control of physics-based sound synthesis.
The synthesized gestures could be used with physics-based models for re-synthesizing audio
that, at least in the opinion of the authors, subjectively resembled the target audio quite closely,
the authors hope that readers will visit the project web page and listen to the sound examples
to judge for themselves. Moreover, the gestures synthesized by the LSTM matched the target
gestures. Applications of this technology could include denoising of audio recordings, toolkits
for making foley, as well as new kinds of sound transformations and mappings, which can be
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achieved by applying the synthesized gesture signals to a diverse range of physics-based sound
synthesizers.
More generality might come from training in such a way that the LSTM produces a synthesized gesture that would produce match the target audio but without matching the particular
gesture that created the input to LSTM. Measuring the loss against the audio directly rather
than against the gestures would remedy this. The physics based models are capable of a
wider range of sounds than are demonstrated in the audio inputs presented here. It should be
investigated to what extent an LSTM could model both the input gesture and time-varying
parameters like fundamental frequency or amplitude. Also larger datasets can be generated
randomly instead of only using input from a human.
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